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Abstract. An overview of statistical forecasting methodology is given, focusing on techniques appropriate
to short- and medium-term forecasts. Topics include basic definitions and terminology, smoothing methods,
ARIMA models, regression methods, dynamic regression models, and transfer functions. Techniques for
evaluating and monitoring forecast performance are also summarized.

1 Introduction

Achieving accurate forecasts of future market demand is crucially important for today’s global man-
ufacturing enterprises. Increasingly competitive pressures force manufacturers to closely match production
capacities and mix-dependent run volumes to highly dynamic market conditions; excessive capacity results
in a depressed return on assets, while inadequate capacity leads to lost market share. Resulting from the lean
operating margins typical in today’s highly competitive global business environment, excessive forecast error
on a continuing basis is an unacceptable mistake that gobbles profits and can push otherwise viable businesses
into the negative returns category.

The critical importance of accurate short-to medium-term business forecasts is amplified today as a result
of several revolutionary changes in the nature of international commerce. For example, consider the relatively
recent emergence and proliferation of non-captive manufacturing entities. A fundamental shift is occurring
throughout many industry structures, away from in-house manufacturing by the original equipment manu-
facturers (OEM’s) and towards the use of second tier, merchant market manufacturing concerns known as
foundries. For example, in the semiconductor industry, the cost of a new state-of-the-art fabrication facility
now approaches two billion dollars, as cited by [21]. Many semiconductor OEM’s are responding to this
incredible capital requirement by going “fabless”; outsourcing much if not all of their wafer fabrication to
non-captive, merchant foundaries that are able to service multiple OEM clients from high volume integrated
manufacturing centers, as described by [1]. This shift away from captive manufacturing resources towards
merchant foundaries implies that the OEM’s will now be competing with each other for limited finite capacity
at these foundries. The competitor that has superior market forecasting can contractually lock-in the required
manufacturing capacity at these foundries, excluding their competitors (who potentially underforecasted true
demand) from utilizing this resource against them in the battle for market share. Conversely, competitors who
overestimate market demand would suffer either increases in non-performing inventory or the payment of
cancellation charges to the foundries, both of which represent costly errors.

Directly related to the rise of merchant manufacturing is the emergence of a global economy. Goods
and services are now able to flow more freely across international boundaries than at any point in history,
permitting both customers and OEM’s to fulfill sourcing requirements anywhere in the world. While this new
business model permits the utilization of the most efficient manufacturing resources, it also inherently in-
troduces greater volatility for all market participants. More so than ever, a manufacturer has greater upside
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potential as its products freely traverse the globe, while suffering greater risk as competition can now likewise
emanate from anywhere in the world. World-class organizations must be able to ferret out decision-enabling,
operational information from the jumble of Information System-provided data in order to survive in the new
market paradigm. This enables the capture of increasing market opportunities, while simultaneously minimiz-
ing the risks of making unnecessary capital outlays in an increasingly unforgiving financial environment.

Other new realities that wreak havoc on global manufacturers are the diametrically opposing forces of
increasing product complexity and decreasing product life cycle. Again taking an example from the semicon-
ductor industry, consider the implications of the data presented in Tab. 1:

Table 1. Typical product parameters versus era

year ] of mark steps mfg cycle time half-life of product sales
1960 4 2w 5y
1980 12 12w 3y
2000 36 48w 1y

As indicated, a typical semiconductor product design from the 1960’s (for example, a zener rectifier, a
device which converts alternating current to direct current) required two weeks of manufacturing cycle time
and would retain fifty percent of its peak product sales five years hence from the peak sales year. Contrast
that to a current semiconductor product (perhaps an advanced microprocessor) that requires 48 weeks of
manufacturing cycle time and loses 50% of its sales volume year on year. The implications of this dramatic
shift in market conditions upon the need for accurate forecasting is obvious; overbuild inventory by 50% in
1960, recover by selling it in 1961 · · · overbuild inventory by 50% today, prepare for receivership.

2 Forecasting terminology

The term to forecast is of Saxon origin, meaning literally to throw ahead, as shared by [11]. This is a
most appropriate metaphor for the blend of art and science that is statistical forecasting, for one does attempt
to throw ahead into the future a stream of previously observed values, with the predicated desire that this
forecast converges closely to the actual future realizations.

The forecasting period may be defined as the fundamental unit of time applicable to the forecasting
problem at hand. For example, a financial institution might need to forecast the magnitude of cash withdrawals
from automated teller machines on a daily basis, while a utility provider might be interested in the peak hourly
demand over a twenty-four hour period. Manufacturers are more typically interested in weekly and monthly
forecasting periods, as these time dimensions are more appropriate given the cycle times applicable to the
majority of their products.

The forecast lead time (or forecasting horizon) refers to the number of periods into the future in which
individual forecasts are provided. Hence, a lead one forecast (given a monthly forecasting period) refers to a
forecast generated at a given time that estimates the value of the forecasted entity (the predictand) one month
into the future. It is noted that this lead one forecast may be current, or generated in the latest time period, or
it may be historical in nature.

Finally, the forecasting interval refers to the frequency of the generation of new forecasts. Typically, the
forecasting interval is equivalent to the forecasting period, thought strictly this is not required.

A special symbolism is typically employed in forecasting literature to assist in the understanding and
communication of these concepts. For example, the symbol ŷT+τ (T ) refers to a predictand ŷ (the carat symbol
above the y implies a predicted, not observed, value of y) whose future value (forecast to occur at time T + τ)
is being predicted at time T . Thus τ represents the lead-time of the forecast, and if T is the current time period,
it would be referred to as the current lead-tau forecast.
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3 Forecast accuracy metrics

The use of the special symbolism just reviewed can greatly facilitate the understanding of the concept of
forecast error. The forecast error et associated with a particular forecast ŷt is generally defined to be

et = yt − ŷt. (1)

An advantage of this algebraic treatment of forecast error is its equivalency to the classical definition of a
regression error, or residual, as being the observed minus the predicted value. However, to the casual observer,
the fact that a forecast error of +100 units implies that the forecast was too small is counterintuitive; care must
be exercised when communicating algebraically defined forecast errors (such as et), so that the target audience
clearly understands the implied nature of these values.

Often the forecast errors associated with individual forecasts are summed to generate a cumulative mea-
sure of forecast performance. The aforementioned forecast error et can be misleading if summed, as positive
errors can be cancelled by negative errors, thus falsely conveying good forecast performance. This situation
can be remedied by forming the absolute deviations of the individual forecasts from their respective realiza-
tions; when summed across the sample of forecasts and adjusted for the sample size n,

1
n

n∑
t=1

(|yt − ŷt|), (2)

a forecast performance metric known as the mean absolute deviation, or MAD, is formed. MAD accumulates
both positive and negative forecast errors and prevents unintended cancellation.

Another widely used method of measuring forecasting performance is the mean squared error, or MSE,
defined to be equal to

1
n

n∑
t=1

(yt − ŷt)2. (3)

MSE has several advantageous properties. It eliminates the potential of error cancellation, and it more
heavily weights the derogatory effects of larger forecast errors.

4 Moving average forecasting

Attention is now focused upon methods of actually forecasting time series. One of the simplest methods
involves the use of moving averages. A moving average mT is defined to be the algebraic average of the
realizations of the past n periods,

mT =
1
n

T∑
T−n+1

yt. (4)

Selection of n, the moving average span, controls the responsiveness of the forecasting process. Consider
a time series which follows a constant model; that is, displays no systematic upward or downward trends, but
appears to vary randomly about a constant (but unknown) value b. This scenario may be represented by the
model

yt = b + εt, (5)

where εt represents random fluctuations, typically specified to be independent, normally distributed, with
E(εt) = 0. Now further suppose that, at a varying interval, b itself may assume different levels in a stepwise
fashion. [5] further develops this model by specifying that the size of the level change in b is determined
by random drawings from a normal distribution, and that the period length at each level is determined by
random drawings from a Poisson distribution. Fig. 1 displays a simple realization of Barnard’s model, with
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Fig. 1. Plot of Barnard series with two level changes

three different values of b resulting in three different local series levels; for clarity, the level changes are set to
plus 20 units after 20 realizations, followed by minus 40 units after another 20 realizations.

Further suppose that this time series had been continuously forecasted by making lead one forecasts,
ŷt(t + 1), at each period t, and that the forecasting engine consisted of two moving average estimates. The
first of these estimates is derived using the last two periods (span n equals two), and the second estimate is
derived using the last five periods (span n equals five), as seen in Fig. 2.

The effect of the span n is readily apparent. Small values of the span, such as n equals two in the first
forecast line in Fig. 2, result in a highly responsive forecast, but at the expense of a lack of relative stability
during periods of constant level. Alternatively, larger values of the span, such as n equals five in the second
forecast line in Fig. 2, result in a forecast that lags the predictand for a number of periods following level
changes, but provides greater relative stability during periods of constant level. Selection of optimal span
value depends upon many factors, such as the frequency and magnitude of level changes, the inherent noise in
the predictand, and the specific economics associated with the system at hand.

Fig. 2. Moving average forecasts of Barnard series

Even the selection of short spans cannot prevent forecast lag if the moving average model is applied to a
predictand series exhibiting a linear trend. For example, suppose the predictand series followed a linear trend
model

yt = b0 + b1t + εt, (6)
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Fig. 3. Moving average forecasting lag

with the error terms εt again typically specified to be independent, normally distributed, and with E(εt) = 0.
Fig. 3 displays the forecast lag that is incurred with the use of the moving average forecast when applied
to a trending predictand. The n equals five moving average forecast severely lags the predictand series, and
even the most responsive moving average forecast possible (i.e., n equals two) still displays consistent and
considerable lag when applied to a linearly trending series. [23] shows that a moving average forecast, when
applied to a linearly trending series, will lag the function by ((n− 1)/2) times the slope of the series, b1,
where n is the span of the moving average forecast.

The remedy to the moving average forecast lag, as applied to a linearly trending series, is the implemen-
tation of a double moving average (DMA) forecasting process. DMA literally takes the outputs of the moving
average forecast process (now referred to as the single moving average forecasts), and serially reapplies the
moving average smoothing algorithm. Using mT to represent a single moving average forecast, we use m

[2]
T ,

to represent a double moving average forecast, as follows:

m
[2]
T =

1
n

T∑
T−n+1

mT ; (7)

it is noted that the superscript bracketed “2” does not refer to exponentiation, but rather denotes a second-order
statistic.

Unlike the single moving average statistic in the constant model case, the double moving average statistic
is not in and of itself an adequate forecast of a linearly trending predictant series. [23] shows the appropriate
forecasting equation for this situation, which is:

ŷT+τ (T ) = 2mT −m
[2]
T + τ

(
2

n− 1

)(
mT −m

[2]
T

)
. (8)

Application of this forecasting equation to the previously studied linearly trending series is shown in Fig.
4. Two different forecasts are represented; one in which a second moving average smoothing algorithm of
span equals two is applied to the original span equals two smoothed series, and another in which a second
moving average smoothing algorithm of span equals five is applied to the original span equals five smoothed
series.

The improvement resulting from the implementation of a double moving average based forecast algo-
rithm versus single moving average forecast in the prediction of a linearly trending series is readily apparent
(compare Fig. 4 versus Fig. 3). No forecast lag is apparent for either the n equals two or the n equals five
DMA-based forecasts.
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Fig. 4. Double moving average based forecasting model

5 Exponential smoothing

If a process were truly stationary, i.e., “in equilibrium about a constant mean level” as described by
[9], then the optimum forecast of all future realizations would be simply the arithmetic average of all past
realizations. However, while the concept of stationarity is applicable to certain naturally occurring phenomena,
e.g., the speed of sound at sea level, the melting point of a pure material, etc., the vast majority of industrial
processes are quite non-stationary. This implies that these latter processes do not possess fundamental, limiting
properties which ensure convergence to constant, albeit, unknown values; these processes walk, and left to
themselves, diverge to boundary limits (given that these limits themselves exist).

In light of this non-stationary behavior, the concept of a long-term mean is relatively meaningless; rather,
the challenge becomes real-time estimation of a local mean whose value is temporal in nature. Moving average
based forecasting methods, as studied in the previous section, attempt to account for this by ignoring all past
realizations of the predictand except those contained within the span of the averaging algorithm. Two concerns
exist with this approach; first, one may question the practice of entirely ignoring all previous data except that
contained within the span, and second, all realizations within the span are weighted equally, despite their
varying recentness.

Fig. 5. Two forecast methods versus actual demand of a semiconductor device
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Exponential smoothing provides a method of predictand series forecasting which accounts for the afore-
mentioned concerns. Fig. 5 exhibits monthly product demand history over a three-year period for a semicon-
ductor component. Also presented are two lead-one forecasts of the demand: a three-period moving average
forecast and an exponentially smoothed forecast.

Exponential smoothing is a recursive procedure. That is, the forecast for period T + 1, say ŷT+1(T ), is
generated as an update of the forecast for the previous period T , that being ŷT (T−1). This updating algorithm
is:

ST = αyT + (1− α) ST−1. (9)

The α is referred to as the smoothing constant, while ST denotes the smoothed estimate of the series level
at period T , which for the no-trend model, represents the optimal forecast of period T +1. As evident, the next
period forecast, ST , is comprised of (α ∗ 100) percent of the most recent realization, yT , and ((1− a) ∗ 100)
percent of the previous forecast, ST−1. Rearrangement of this formula, as follows,

ST = ST−1 + α (yT − ST−1) , (10)

behooves an alternative interpretation. Given that the quantity (yT − ST−1) represents the forecast error for
period T (recall that ST−1 is the optimum forecast of yT ), the exponential smoothing algorithm can also be
viewed as a recursive update of the previous period’s forecast through an adjustment which is proportional to
α times the previous period forecast error. This application of exponentially smoothed forecasting is shown in
[10] to be the equivalent of discrete integral control from classical engineering control theory.

The effect of the value of the smoothing constant α on forecasting system performance is significant.
Fig. 6 demonstrates this effect utilizing the previously discussed semiconductor device demand series. The
first forecast series shown utilizes a smoothing constant of α = 0.2 (as previously used in Fig. 5), while
the second forecast series shown in Fig. 6 increases the smoothing constant to α = 0.8. In other words,
the lead one forecasts shown in the first series are weighted such that the most recently observed realization
contributes 20% of the value of the new forecast. In contrast, the forecasts from the second series are weighted
such that most the recently observed realization contributes 80% of the value of the new forecast. Obviously,
the first forecast series is somewhat dampened, resulting in a smoother, less responsive forecast. The second
forecast series is very responsive, but results in “choppy” behavior relative to the first forecast series, this
being particularly evident during times of relative stability in the predictand series.

Fig. 6. Effect of smoothing coefficient in single exponential smoothing

Exponential smoothing produces a forecasting algorithm in which forecasts are true linear combinations
of all previous realizations of the predictand series. Unlike moving average forecasting, which only includes
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equally weighted past realizations that are contained with the span of the averaging algorithm, exponential
smoothing utilizes all previous realizations, weighted according to the following geometric function:

w = α (1− α)k , (11)

where w is the realization weighting, α is the smoothing constant, and k represents the age of the observation
in periods. [11] correctly observes that, given the discrete nature of most forecasting systems, exponential
smoothing would more correctly be referred to as geometric smoothing.

Analogous to the moving average forecast methodology, application of exponential smoothing forecast-
ing to a linearly trending series requires development of a forecast equation. [8] describes a process known as
one parameter double exponential smoothing, employing ST , the exponentially smoothed statistic studied
earlier, combined with the double exponentially smoothed statistic S

[2]
T , defined as

S
[2]
T = αST + (1− α) S

[2]
T−1. (12)

Clearly, this is the application of the exponential smoothing operator sequentially reapplied to the initial
exponentially smoothed forecast. A formula for a τ -period leading forecast based upon this double exponential
smoothing algorithm is:

ŷT+τ (T ) =
(

2 +
ατ

(1− α)

)
ST −

(
1 +

ατ

(1− α)

)
S

[2]
T . (13)

Once a forecasting system is in place, it should be monitored continuously for its ability to maintain its
historical level of forecast accuracy. [11] proposes the concept of a tracking signal, expressed as the ratio
of the sum of all previous forecast errors since the last out-of-control occurrence, or the cumulative forecast
error, and a smoothed mean absolute deviation (MAD, see equation 2). The MAD is smoothed according to
an exponential smoothing operator, such that

smoothed MAD = (1− α)previous MAD + (α)latest absolute error. (14)

Brown’s tracking signal is then

tracking signal =
cumulative forecast error

smoothed MAD
. (15)

[29] discusses two disadvantages of this tracking signal proposed by [11]: namely, the need to reset the numer-
ator of Brown’s signal (the cumulative forecast error), and the instability of the index when the denominator
(the mean absolute deviation) actually improves. Trigg suggests the use of an exponentially smoothed fore-
cast error instead of a cumulative forecast error in the numerator, and shows that the tracking signal retains
equivalent out-of-control detection relative to Brown’s signal, but only remains out-of-control for as long as
the forecasting error is itself out of control. Trigg also develops the approximate distribution of the tracking
signal and proposes two sigma control limits.

[30] extend the earlier work of Trigg related to forecasting system tracking signals, advancing their use
from an off-line metric to an engine for on-line adaptive algorithms. One shortcoming with classical expo-
nential smoothing approaches to forecasting is the inherent trade-off between responsiveness and stability. A
forecasting system which has been designed to quickly track changes in the predictand behavior is plagued
by “noisy” forecasts during periods of relative stability; correspondingly, a system designed to give smooth
forecasts will typically lag true changes in the predictand’s behavior. Trigg and Leach show how setting the
smoothing constant equal to the absolute value of the tracking signal in direct smoothing results in a system
which is much more responsive to changes in predictand behavior yet retains good stability during flat peri-
ods. This capability to automatically adjust the smoothing coefficient based upon local environments results
in an adaptive system with the benefit of “self-tuning”; that is, the system is able to monitor its own effective-
ness and reparameterize coefficients automatically to improve performance. Trigg and Leach then extend this
concept through higher order exponential smoothing algorithms through a generalized discussion of Brown’s
updating equations and their appropriate modifications.

Exponential smoothing forecasting is a subject whose full breadth exceeds the time that can be devoted
for coverage here. Further discussion of the methodology and its application are available in the excellent texts
previously cited.
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6 ARIMA time series analysis

A time series is a discrete set of realizations that have an underlying, fundamental sequential time order.
[9] elegantly defines a time series as “a sequence of observations taken sequentially in time”. A characteristic
feature of these sequences of observations, or series, is that often realizations adjacent to each other in time
share other interdependencies of interest. It is interesting to note that this same interdependence, which in other
statistical analysis protocols (e.g., hypothesis testing, design of experiments, statistical process control, etc.)
is viewed as a corrupting violation of assumptions here forms the enabling basis of a powerful methodology
known as Time Series Analysis.

For a stationary time series (i.e., a constant mean and variance in time), the degree of interdependence
between directly adjacent and nearly adjacent realizations can be quantified as a function of three expected
values, and is referred to as an autocorrelation at lag k, or ρk as follows:

ρk =
E [(yt − µ) (yt+k − µ)]√
E (yt − µ)2 E (yt+k − µ)2

. (16)

The numerator is the autocovariance at lag k, or γk, and the denominator is the lag zero autocovariance,
or γ0, which is equivalent to the variance of the predictand series, σ2

y . The term µ represents the constant,
typically unknown, universal mean of the predictand series.

A plot of the autocorrelation coefficient ρk versus the lag k is known as the autocorrelation function,
or ACF, of the time series, which will later be shown as a key diagnostic for identification of the correct time
series model form. Given that the autocorrelation function is an even function, i.e., that explicitly ρk = ρ−k,
the function is typically plotted only for positive values of the lag k.

In order to test whether the autocorrelation coefficients are statistically significant (i.e., non-zero in value)
at various lags, the predictand series average Ȳ is substituted for the unknown mean µ in equation 16, which
now provides a statistical estimate known as the sample autocorrelation coefficient, rk. This sample statistic
is compared against its standard error, which is estimated based upon an approximation first forwarded by [7],
which states that for a stationary normal process, the variance of the sample autocorrelation coefficient may
be estimated as:

var[rk] �
1
N

+∞∑
ν=−∞

(
ρ2

ν + ρν+kρν−k − 4ρkρνρυ−k + 2ρ2
υρ2

k

)
. (17)

This approximation is operationalized by first specifying a lag value q beyond which the theoretical
autocorrelation function is assumed to be statistically equivalent to zero. This assumption is then verified
through application of a standard error estimate supported by a simplification of equation 18 in which k > q,
as follows:

var [rk] �
1
N

(
1 + 2

q∑
υ=1

ρ2
υ

)
. (18)

Equation 18 is sequentially applied to increasing values of lag q until the assumption of statistical equivalence
to zero is supported.

The autocorrelation function represents a fundamental tool in the identification of the appropriate time
series model form, and is augmented by the partial autocorrelation function, φkk, defined as follows:

φkk =
E [(yt − E (yt)) (yt+k − E (yt+k)) |yt+1, yt+2, ..., yt+k−1]√

E [yt − E (yt)]
2
√

E [yt+k − E (yt+k)]
2

. (19)

[23] provides an illustrative interpretation of this quantity as “the simple autocorrelation between two ob-
servations at lag k (say yt and yt+k) with the effect of the intervening observations (yt+1, yt+2, · · · , yt+k−1)
assumed known”. In practice, the ACF and the PACF are automatically calculated for the sample predic-
tand series utilizing any of several commercially available statistical software packages, making them readily
available to assist in model identification.
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The simplest time series model form is the autoregressive model. In this process model, realizations are
deemed to emanate from a linear combination of past realizations and a single current random shock. A first
order autoregressive model, denoted as AR(1), may be represented as

yt = ξ + φ1yt−1 + εt, (20)

where φ1 and ξ represent unknown, “to-be-estimated” parameters and εt represents a normally distributed
random error component with mean of zero and variance σ2 (εt is sometimes referred to as the white noise
shocks). The term “autoregressive” refers to the fact that the current observation yt has a regression-type
relationship with the previous observation yt−1. The AR(1) model is sometimes referred to as a Markov
process, because current observations are functions solely of the immediately preceding observation, with the
embedded shock. If stationary, an AR model can be written as the linear combination of the past shocks. For
example, the AR(1) time series is not a linear combination of past realizations but past shocks. An excellent
explanation of this can be found in [32].

The mean of the first order autoregressive process is equal to

µ =
ξ

1− φ1
(21)

and the variance (i.e., for k = 0) and autocovariances are given by

γk = φk
1

σ2

1− φ2
1

. (22)

The autocorrelation function ρk is derived from this equation and is equal to

ρk = φk
1. (23)

For positive values of φ1 the ACF shows exponential decay, and for negative values of φ1 the ACF shows
exponential decay with alternating signs. The PACF for an AR(1) process shows a spike at lag 1, then cuts off.

The autoregressive model can be extended to second order, or AR(2) form,

yt = ξ + φ1yt−1 + φ2yt−2 + εt, (24)

through the introduction of a second model parameter, φ2. The mean of an AR(2) process can be shown to be

µ =
ξ

1− φ1 − φ2
. (25)

A recursive relationship is utilized to determine the autocorrelation function for the AR(2) process, be-
ginning with the relationship

ρk = φ1ρk−1 + φ2ρk−2. (26)

Substituting into this equation for k = 1, 2 yields:

ρ1 = φ1 + φ2ρ1

ρ2 = φ1ρ1 + φ2.
(27)

These equations are known as the Yule-Walker equations, and given the values of the φ1 and the φ2

parameters from the AR(2) model form, the first two autocorrelations are directly obtainable, and higher
order autocorrelations can be found using equation 26. By substituting the sample autocorrelations rk for the
theoretical autocorrelations ρk in the Yule-Walker equations, preliminary estimates of the model parameters
are available.

The ACF for an AR(2) process monotonically decreases; [9] provides a critical value relationship,
namely:
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φ2
1 + 4φ2. (28)

When this quantity is positive, the ACF monotonically decreases with uniform sign; when this quantity
is negative, the ACF monotonically decreases with alternating signs in a sinusoidal fashion. The PACF of an
AR(2) process cuts off after lag two.

Another class of times series models is the moving average model, in which realizations are expressed
as linear combinations of previously observed system shocks (in contrast to the autoregressive model, which
models future realizations as linear combinations of past realizations). A first order moving average model, or
MA(1), may be represented as follows:

yt = µ + εt − θ1εt−1, (29)

where θ1 is an unknown, to be estimated parameter, and εt and εt−1 represent a current and immediately
preceding random shocks, respectively, with distributional properties as earlier specified for the error terms in
the autoregressive models.

The mean of the MA(1) process is simply µ, and the variance is given by

γ0 = σ2(1 + θ2
1). (30)

The autocorrelation coefficients of the MA(1) process are given by

ρk =
−θ1

1 + θ2
1

; k = 1

ρk = 0; k > 1.
(31)

Accordingly, the ACF for the MA(1) process cuts off at lag 1, while the PACF tails off.
The autoregressive moving average model (ARMA) involves combining the two previous model classes

into a unified form. A model which is first order in both components is referred to as an ARMA(1,1) model,
and may be represented as follows:

yt = ξ + φ1yt−1 + εt − θ1εt−1. (32)

Combining the model forms results in a powerful mathematical representation, which, through careful
parameter selection, can accurately model a variety of industrial, physical, and business processes. The mean
of the ARMA(1,1) process is

µ =
ξ

1− φ1
, (33)

which is identical to the mean of the AR(1) process studied earlier. The variance of the ARMA(1,1) process is

γ0 = φ1γ1 + σ2 [1− θ1 (φ1 − θ1)] , (34)

and the autocovariances are given by

γ1 = φ1λ0 − θ1σ
2

γk = φ1γk−1; k ≥ 2.
(35)

The autoregressive-moving average model may be extended to higher order in either the autoregressive
or the moving average components, or both, as required by the specific needs of the modeling environment. A
full second order model, the ARMA(2,2), may be represented as

yt = ξ + φ1yt−1 + φ2yt−2 + εt − θ1εt−1 − θ2εt−2. (36)

Qualitatively, this model presumes that the current realization is a linear combination of the past two
realizations, the current and past two system shocks, and a term reflecting the mean level of the process.
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The concept of stationarity was introduced earlier in section 5. The time series models discussed thus far
(AR, MA, and ARMA) strictly presuppose stationarity. Fortunately, these procedures can be directly extended
to nonstationary processes through a transformation algorithm known as differencing. Consider the backward
difference operator ∇ whose operation is defined as:

∇yt = yt − yt−1. (37)

This operator has the ability to often transform a non-stationary process into a stationary process. Con-
sider the non-stationary process shown earlier in Fig. 3; application of the backward difference operator on this
time series in shown below in Fig. 7; clearly the application of the difference operator results in a stationary
time series in this instance. At times more than one differencing operation is required to achieve stationarity
in the process in question; it is helpful in these instances to introduce the backward-shift operator B, defined
as ∇ = 1−B. The backward shift operator forces a backwards indexing of variables, such that Byt = yt−1,
which provides a computationally efficient method of expanding models from notational to operational forms
(as will be demonstrated). Second order differencing can be expressed as ∇2 = (1−B)2, a notation that will
be utilized shortly.

Fig. 7. Application of backward difference operator to nonstationary time series

Implementation of differencing prior to time series modeling leads to an extremely versatile and power-
ful class of models known as autoregressive integrated moving average models, or ARIMA. The order of
each of the three model components is specified in the model notation as p, d, q; for example, the notation
ARIMA(2,1,1) refers to a model with a second order autoregressive component, first order differencing, and
a first order moving average component, and may be represented using the difference operator as

(1− φ1B − φ2B
2)∇yt = (1− θ1B)εt. (38)

Substituting the backward shift operator for the backward shift operator B and expanding yields:

(1− φ1B − φ2B
2)(1−B)yt = (1− θ1B)εt, (39)

which may further be expanded to

(1− φ1B − φ2B
2 −B + φ1B

2 + φ2B
3)yt = (1− θ1B)εt. (40)

Allowing the backward shift operator to index the t values for yt and εt results in

yt − φ1yt−1 − φ2yt−2 − yt−1 + φ1yt−2 + φ2yt−3 = εt − θ1εt−1, (41)
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which upon simplification yields the operational prediction equation

yt = (1 + φ1)yt−1 − (φ1 − φ2)yt−2 − φ2yt−3 + εt − θ1εt−1. (42)

An ARIMA(2,1,1) process is demonstrated in Fig. 8 with the following parameterization:

σ2
ε ∼ N(0, 1)

φ1 = 0.4
φ2 = −0.2
θ1 = 0.3

(43)

Fig. 8. An ARIMA(2,1,1) process

This example demonstrates one of the principal benefits of ARIMA modeling, namely that it allows one
to fit very complex systems with relatively parsimonious models. The many different forms of the ARIMA
model combined with varying parameterizations results in a tremendous range and flexibility of mathematical
representations applicable to a wide variety of physical phenomenon.

The literature is replete with examples of the successful application of time series models for forecasting
purposes. A thorough review of some of the subsequent advances from Box’s original work on the topic is
contained in [14]. We have only covered the most rudimentary principles of times series analysis; for a more
comprehensive coverage of the topic, please see [9] and [23].

7 Regression based forecasting

Francis Galton is credited with the first scientific application of the term regression (from the Latin
regressus, “to go back”). In 1886, he forwarded the “Law of Universal Regression”, which hypothesized
(incorrectly in hindsight) that heights of individuals across generational boundaries within families tended to
return to a universal norm. His friend, Karl Pearson, assisted in the collection of heights of children of tall and
short parents. Regression was given a mathematical basis by Carl Gauss, who is credited with devising the
process of ordinary least squares, or OLS.

Ordinary least squares is a process that provides parameter estimates; consider the following model:

Yi = β0 + β1Xi + εi, (44)

where Yi is the response (dependent variable), Xi is the predictor (independent) variable, β0, β1 are parameters
to be estimated, and εi is a random error term which is typically assumed to be distributed as N(0, σ2).
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Strictly, normality is only required for hypothesis testing, but the error terms must have constant variance, be
independent and uncorrelated amongst themselves. In practice, a future observation is estimated to be

Ŷi = β0 + β1Xi, (45)

given that the expectation of the error term is zero. Thus forecasting a future observation requires a priori
estimation of the model parameters β0, β1, which is accomplished by collection of a historical data set that
contains observations on both the dependent and the independent variables. The ordinary least squares crite-
rion seeks to minimize the quantity Q such that

Q =
n∑

i=1

(Yi − Ŷi)2, (46)

or the sum of the squared difference between the observed and the predicted values of the response variable.
Substituting from equation 40 yields

Q =
n∑

i=1

(Yi − β0 − β1Xi)2. (47)

It can be shown that powerful estimates of β0, β1, namely b0, b1, can be obtained through the solution of
the following set of simultaneous equations:∑

Yi = nb0 + b1
∑

Xi∑
XiYi = b0

∑
Xi + b1

∑
X2

i .
(48)

These equations are referred to as the normal equations, whose solution yields the least squares esti-
mators b0, b1. An important theorem known as the Gauss-Markov theorem states that for the model given
in equation 44, the least squares estimators provided by equation 48 will be BLUE (best linear unbiased es-
timators), and will additionally have the maximum statistical efficiency (i.e., minimum variance) among all
unbiased linear estimators.

The simple regression model shown in equation 44 with a single independent variable may be extended
to a multivariable regression model as follows:

Yi = β0 +
k∑

j=1

βjXij + εi. (49)

In this model, there are k independent predictor variables that are used to parameterize a prediction
equation for the response, each with an associated regression coefficient, βj .

A logical extension of the regression model studied thus far for forecasting is the time series regression
models. These models relate the predictand to functions of the time variable t, and are most effective when
the parameters that describe the time series remain constant throughout the time spectrum under study (and
hopefully throughout the future periods to be forecast). These models can be linear, such as

Yt = β0 + β1t + εt, (50)

or they may be of higher order, such as this quadratic expression:

Yt = β0 + β1t + β2t
2 + εt. (51)

In general, the time variable t is assumed to be a monotonically increasing integer variable with equal
spacing, ranging from 1 to the current period T . Assuming that the error terms εt’s are uncorrelated with
εt ∼ N(0, σ2), then a 100(1− α)% prediction interval for the linear model is given in [22] as

ŶT+τ (T )± tα/2,n−2

(
σ̂2

{
1 +

2
T (T 2 − 1)

[(2T − 1)(T − 1) + 6τ(T + τ − 1]
})1/2

. (52)
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It is noted that the prediction interval width increases with the lead-time of the prediction τ as one would
logically expect.

Forecasters must exercise caution in the application of regression modeling regarding the presence of
outliers, or response variables that are well outside of the typical distribution of responses observed in the
main body of data. These data may be identified and removed from the analysis based upon distance measures
such as Cook’s distance, or may be accounted for in the analysis itself; an excellent example of this latter
approach is supplied by [16].

8 Dynamic regression models

The forecasting methodologies reviewed thus far in general predict future response values Yt+1, · · · , Yt+l

based upon one of two approaches:
1. Predicting future realizations based upon past realizations, or
2. Predicting future realizations based upon current period exogenous predictor variables.
We now explore several classes of forecasting models where future realizations are predicted based upon

current and lagged values of both the predictand and predictors. These models include both dynamic regres-
sion and discrete transfer functions.

In section 6 the use of time series analysis was explored as a forecasting methodology. The time series
forecasts were based upon autoregressive integrated moving average (ARIMA) models, essentially a parsimo-
niously parameterized nonlinear filter applied to the response series of interest.

In section 7 the use of linear regression was examined as a forecasting methodology. Regression modeling
can be deployed in several varieties. For example, consider equation 53 in which future realizations Yt+1 are
predicted based upon currently observable variables Xj,t:

Yt+1 = β0 +
k∑

j=1

βjXj,t + εt. (53)

Times series regression was discussed in section 7, where the predictand is related to functions of the
time variable t; recall the quadratic model form:

Yt = β0 + β1t + β2t
2 + εt (54)

[17] discusses how the univariate autoregression model

Yt+1 = β0 + β1Yt + β2Yt−1 + · · ·+ βt−pYt−p + εt+1 (55)

is clearly analogous to the previously presented autoregressive process of order p:

yt = ξ + φ1yt−1 + φ2yt−2 + · · ·+ φpyt−p + εt. (56)

[24] demonstrates the application of dynamic regression, in which next day electricity prices are pre-
dicted based upon past day’s prices as well as a lagged exogenous predictor, past day daily demand:

pricet = c + ωd (B) demandt + ωp (B) pricet + εt, (57)

where

ωp (B) =
∑κ

l=1
ωp

l B
l (58)

and

ωd (B) =
∑κ

l=0
ωd

l Bl. (59)

Equations 58 and 49 are polynomial functions of the backshift operator B, and are dependent upon the
values of and respectively. It is assumed that the error term εt is N

(
0, σ2

)
, and is uncorrelated; namely, a

white noise process. The accuracy of estimation of the parameters of this dynamic regression model greatly
influences the ability to achieve white noise residuals.
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9 Discrete transfer functions for modeling and forecasting

Another class of models used for forecasting involves the use of transfer functions. It may be viewed
as an extension of the autoregressive integrated moving average (ARIMA) models reviewed in section 6,
achieved through the introduction of an exogenous predictor variable Xt, Xt−1, · · · , Xt−b whose values were
previously or currently observable.

The principle behind transfer functions is to simultaneously parameterize a single model that incorporates
the behaviors of both the predictor Yt, Yt−1, · · · , Yt−d and the predictor Xt, Xt−1, · · · , Xt−b time series, in
order to improve predictive capabilities for future realizations Yt, Yt+1, · · · , Yt+l.

[9] forwards the general linear difference equation, also known as the transfer function model of order
(r, s):

(1 + ξ1∇+ · · ·+ ξr∇r) Yt = g (1 + η1∇+ · · ·+ ηs∇s) Xt−b. (60)

In terms of the backwards difference operator B = (1−∇), the model becomes:

(1− δ1B − · · · − δrB
r) Yt = (ω0 − ω1B − · · · − ωsB

s) Xt−b. (61)

If the input series Xt is step-functioned to a continuous value of unity, it may be shown that the response
Yt will converge to the value

g =
ω0 − ω1 − · · · − ωs

1− δ1 − · · · − δr
, (62)

which reflects the steady-state gain of the transfer function model. For this convergence to occur however, the
transfer function model must be stable. This implies that the roots of the characteristic equation

δ(B) = 0 (63)

must lie outside the perimeter of a unit circle.
A first order transfer function model with r equal to one and s equal to one may be represented as

(1− δ1B) Yt = (ω0 − ω1B) Xt−b, (64)

which upon rearrangement yields

Yt =
(ω0 − ω1B)
(1− δ1B)

Xt−b. (65)

This transfer function may be thought of as the ratio between two polynomial functions; essentially
specifying the application of the backshift operator B upon both input and response series. Stability of this
first order transfer function model would depend upon the condition

−1 ≺ δ1 ≺ 1. (66)

A second order transfer function model parameterized such that r equals two and s equals two may be
represented as (

1− δ1B − δ2B
2
)
Yt =

(
ω0 − ω1B − ω2B

2
)
Xt−b. (67)

Rearranging to polynomial ratio form yields:

Yt =

(
ω0 − ω1B − ω2B

2
)

(1− δ1B − δ2B2)
Xt−b, (68)

or equivalently,

MSEM email for contribution: submit@msem.org.uk



International Journal of Management Science and Engineering Management, Vol. 1 (2006) No. 1, pp. 17-36 33

Yt = δ1Yt−1 + δ2Yt−2 + ω0Xt−b − ω1Xt−b−1 − ω2Xt−b−2. (69)

Stability of this second order transfer function model would depend upon the constraints:

δ1 + δ2 ≺ 1
δ2 − δ1 ≺ 1
−1 ≺ δ2 ≺ 1

(70)

All transfer function models require stationary behavior just as specified for ARIMA models; recall that
stationarity implies that the process is “in equilibrium about a constant mean level” as described by [9]. As
with ARIMA models, transfer functions utilize backwards differencing (typically first or second order) in
order to impute stationary behavior to an as-observed nonstationary system. It is noted that the input series
and the output series may have non-equal degrees of differencing. [15] provide an excellent case study on the
application of transfer function methods to supply chain management.

It is useful to consider processes where the noise itself is no longer white noise at, but is instead consid-
ered to come from a separate, independent ARIMA process Nt, where:

Nt = ϕ−1(B)θ(B)at. (71)

A combined transfer function-noise model is presented by [9] as:

Yt = δ−1(B)ω(B)Xt−b + ϕ−1(B)θ(B)at. (72)

10 Model selection statistics

Forecasters must also determine the optimal number of predictor variables to be included in their model.
A widely used method of measuring forecasting performance is the root mean squared error, or RMSE; it is
in the units of the predictand, and is defined to be equal to√√√√ 1

n

n∑
t=1

(yt − ŷt)2. (73)

RMSE does have several limitations. It is scale dependent, and within certain applications, can deliver
misleading results. Advocates of RMSE have proposed adjusting for the scale dependency by moving to Per-
cent RMSE, but even that has been criticized for not treating positive and negative forecast errors equivalently.
RMSE also does not directly penalize for the complexity of the model, as will be seen with other model se-
lection statistics.

RMSE typically does not differentiate between modeling fit and validation fit, which has been another
criticism of the metric. However, recent applications have utilized the drop in RMSE between the training data
and the validation data as an indicator of the quality of the predictive fit of the model, such as [12].

The Akaike Information Criterion (AIC) was originally presented in [3] as an improvement to Akaike’s
earlier finite-prediction-error method[2]. The criterion identifies the optimal predictor model to be the one that
minimizes:

AIC(K) = log
(
s2
)

+
2K

T
, (74)

where K is the number of parameters in the model, T is the sample size, and s2 is the maximum-likelihood
estimate of the residual error variance.

Akaike’s approach was forward-looking in that it algorithmically penalizes for model complexity relative
to sample size, favoring parsimonious parameterization to avoid model overfit. However, the AIC criterion
lacks the statistical property of consistency, specifically that the probability of selecting the optimal model
approaches unity as the sample size approaches infinity, which also violates the ergodicity assumptions we
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typically invoke prior to time series analysis. While not a consistent estimator, AIC may be shown to be
asymptotically efficient.

Considerable research has been conducted into the bias properties of the AIC. In settings where the
number of observations is large in comparison to the number of terms in the model (arbitrarily defined to be
approximately where K ≤ T/2), AIC has been called an “approximately unbiased estimator”[13]. However,
when this case is not true, the AIC has been shown to incur significant negative bias. A corrected Akaike
Information Criterion (AICc) was presented for OLS regression by [28], in which the “penalty term” in the
original equation was replaced such that:

AICc(K) = log
(
s2
)

+
(2T (K + 1))
(T −K − 2)

. (75)

The AICc has since been generalized as the replacement of the penalty term of the original AIC equation
with the exact expression of the bias adjustment required for the class of models being evaluated (the above
definition is, as stated, applicable to OLS regession). [19] shows AICc has clearly improved small-sample
performance versus AIC, improves upon AIC’s propensity to overfit systems, and has applicability to many
forecasting models.

Consider a generalized information criterion of the following form:

IC = log L
(
θ̂
)
− f (n, q) . (76)

In this representation, log L
(
θ̂
)

is the maximized log-likelihood function, while θ is the q-vector of un-
known free parameters. The penalty function for additional model complexity is represented by f (n, q), and
changes with the evaluation criterion selected. Following this convention, the Bayesian Information Crite-
rion[26], introduced in the same year as Sugiura’s adaptation of Akaike’s criterion, may be represented as

BIC = log L
(
θ̂
)
− q log (n)

2
. (77)

BIC has been reported in several studies as significantly outperforming AIC and AICc, particularly in
larger datasets[13]. [20] reports positive results from using AIC and BIC jointly. [31] propose a weighted
average information criterion (WIC), which acts like AICc for sparse datasets, and like BIC for richer datasets;
superior performance is claimed over either approach universally applied. The potential for study of various
combinations of model selection criteria is reminiscent of the body of knowledge of composite forecasting
that has been established (and continues to grow) over the past several decades.

Cross-validation techniques fall into two general categories; those that partition data due to positional
or time-based sequential segment (training and validation datasets), and those that “one-at-a-time” hold back
datum and estimate model parameters with the reduced dataset.

[4] originally developed the Predicted Residual Sum of Squares, or PRESS statistic, which may be
represented as

PRESSp =
n∑

i=1

[
Yi − Ŷ(i)

]2
. (78)

The parentheses associated with the subscript of the predicted response implies that the prediction model
is parameterized in a jackknifed fashion; that is to say, that the regression coefficients are calculated with the
effect of the ith observation weighted to zero. Then summing the squared prediction error over all observations
(with the model coefficients recursively estimated withholding the datum being estimated) provides a powerful
estimate of the predictive capability of the regression model in question.

[12] develops a method of estimating an independent, out-of-sample mean square prediction error using
only known dependent sample statistics, and evaluates this technique with both Monte-Carlo simulations and
actual forecasting of weather conditions. Harnack utilize jackknife cross-validation approach in the develop-
ment of temperature prediction models and report good results. In contrast, [6] reports potential problems with
the jackknife approach in circumstances where the predictor variable relationships are weak.
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[27] reports on the training set/validation set approach to model cross validation (sometimes referred
to as exhaustive cross validation, concluding the method to be effective. Snee also presents the DUPLEX
algorithm, which has proven useful for partitioning datasets where no obvious basis of partitioning (such as
time or position) exists.

[25] assesses the accuracy of traditional training set/ validation set partitioning strategies, and discusses
the Herzberg “r2 shrinkage” approach to model validation. [18] reasoned that the drop in the coefficient of
determination between the training dataset and the subsequent validation dataset could provide a quantitative
measure of model validation; the following value is forwarded as “acceptable shrinkage”:

r̄2
V = 1− (n− 1)

(n− k − 1)
(n + k + 1)

n

(
1− r2

T

)
. (79)

The actual coefficient of determination observed on the model fit to the validation data, r2
V , is compared

to the critical value r̄2
V as calculated above; if it exceeds the critical value, the model is deemed to have been

successfully validated.
Both “one-at-a-time” and “herd partitioning” validation approaches offer effective methods of estimating

the future predictive ability of the models; at least insofar as the actual future environments are reflected in the
validation snapshots.

11 Summary

The importance of demand forecasting has never been greater. Worldwide sourcing opportunities, in-
creasing rates of technological obsolescence, and the markedly increased amplitude of the “boom vs. bust”
business cycle drive increase ROI opportunity (and exposure) as related to forecasting capabilities. As demon-
strated, there exists a broadly rich heritage of statistical forecasting methodologies, complimented by promis-
ing new research in several related fronts. The authors hope that this limited overview of statistical forecasting
might assist forecasting researchers and practitioners in the synthesis and application of ever more effective
forecasting approaches.
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